FORE ForeRunner vs Cisco LightStream 1010 ATM switches





Introduction


The purpose of this white paper is to compare and contrast the architectures and features of the Cisco LightStream 1010 with the Fore ForeRunner family of ATM switches, the ForeRunner LE155 workgroup switch, and the ASX-200BX and  ASX-1000 backbone switches.  The major areas of differentiation to be discussed are:


Distributed shared memory vs. monolithic shared memory architectures


Per VC queuing vs. FIFO queuing, including


Weighted round robin


VC starvation


Jitter


Multicast


Switch scalability, including:


Backplane speed


Processor modularity


Processor redundancy/scalability


Number of ports


Variety of interfaces


Maintainability


Connection setup


Traffic policing, including dual leaky bucket support per UNI 3.X


Packet Level Discard


PNNI support


Experience


Summary





�
Distributed shared memory vs. monolithic shared memory architecture


Fore’s distributed shared memory architecture integrates a highly-refined Time Division Multiplexing (TDM) fabric with hot-swappable shared memory interface cards called network modules.  Using TDM for distribution to the shared memories offers many appealing features.  The basic architecture requires no input or internal buffering, makes high performance multicast implementations simple, and unlike a monolithic or first generation shared memory switch, offers scalability and upgradability.


In TDM, a multiplexing agent allots specific periods of time to each of a set of data inputs to transmit onto a high-speed common bus.  The ForeRunner cell distribution fabric provides 2.56 Gbps of bandwidth—enough to service all inputs at full line rate with any combination of ForeRunner interfaces. TDM minimizes fabric traffic and eliminates fabric blocking.  Only one cell crosses the TDM distribution path at a time, even for multicast connections.  Fore’s TDM distribution technique, combined with its advanced shared memory technology,  minimizes latency and jitter, enables the switch to transfer real-time traffic along with non-real-time traffic, and provides full bandwidth, non-blocking multicasts.


ForeRunner Series C/LC network modules are Fore’s third generation of switch interfaces.   They have powerful custom ASICs managing up to 64K cells of shared memory with various, innovative buffer management techniques. Rather than using FIFOs, these ASICs control a bank of RAM, sharing the memory resources among the ports on each network module.  ForeRunner Series D network modules – Fore’s fourth generation -- manage 32K cells of shared memory and provide additional features in the areas of VC and VP level traffic shaping, port rate limiting, detailed connection statistics, and Explicit Rate ABR and rtVBR hardware support.  


The first generation shared memory architecture of the Cisco LS-1010 provides a single controller chipset and a single block of shared memory.  This technique does not allow for buffer scalability as ports are added to a switch.  Specifically, a 16 port ASX-200BX (or ASX-1000) has up to 256K (128K in Series D or OC-3 configuration) cell buffers as compared to a 16 port LS-1010 with 64K cell buffers; however, a 32 port ASX-1000 has up to 512K (256K in a Series D or OC-3 configuration) cell buffers as compared to a 32 port LS-1010 with 64K cell buffers.  The ForeRunner LE155 also has 128K cell buffers, 32K per interface group.  An interface group consists of 4 OC-3 ports or a single OC-12 port.  The output cell processing must be handled by a single chipset in the LS-1010 regardless of the number of ports; the ASX family provides multiple chipsets (N / 4 where N is the number of OC-3 ports) for this processing.  This example demonstrates the lack of scalability in the LS-1010; this lack of scalability must be called into question when considering the LS-1010 as a  backbone or enterprise ATM switch.


Per-VC Queuing vs. Virtual FIFO Queuing





Advanced shared memory designs offer crucial capabilities such as per-VC queuing, packet level discard, weighted round-robin queuing and weighted fair queuing.  A buffering algorithm that queues each VC individually does not have the cell order sequencing limitations of buffering with FIFO queues.


In virtual FIFO queuing systems such as the LS1010, each port has a dedicated set of virtual queues.  Incoming cells from all connections with the same quality of service requirement are placed by the switch at the end of the same queue based upon the quality of service provided by that queue.  Cells pass through the queue in a first-in, first-out fashion.  Virtual FIFOs allow all connections access to the entire shared memory.  This implementation lowers the cost per byte of buffers from that of dedicated FIFO memory, offers greater aggregate buffer space than dedicated FIFO-based switches, and provides a more efficient use of the available buffer space.  However, it does not take advantage of the sequencing flexibility or provide the fairness guarantee of per-VC queuing.  In a FIFO, once the switch adds a cell to the queue, the cell’s relative position is fixed.  FIFOs, virtual or not, limit buffering flexibility and can introduce VC-level blocking.  VC-level blocking occurs when multiple VCs within a single virtual FIFO priority queue (i.e., UBR) contend for the same resources.  For example, large file transfers typically burst many cells into the queue, allocating more than their “fair share” of the buffer space.  This effectively traps other UBR traffic behind the file transfer cells.  That traffic may have less capacity, but have latency and/or jitter requirements, such as database updates or TCP/IP-based video applications.


Per-VC queuing maintains the features of virtual FIFOs without the FIFO limits. In per-VC queuing, each VC is given its own queue, with a defined quality of service.  These individual queues can then be drained in any order desired, enhancing fairness and minimizing potential VC-level contention. Per-VC queuing enables sophisticated queuing methods to be employed.  These queue draining techniques lower jitter and latency far below that of FIFO-based techniques.  Furthermore, these VC queues can also be read by multiple ports (i.e., all of the ports attached to that shared memory), dramatically reducing buffer load during multicast.


The Fore Series C/LC/D network modules’  implement “weighted round-robin” per-VC queuing.  Each VC is queued individually and assigned a primary queuing priority level: CBR, VBR, ABR or UBR.  Within each primary priority level the scheduler drains the queues using a round robin algorithm.   Each queue is also individually ‘weighted’ with a sub-priority level from 1-127.  The sub-priority value is the maximum number of cells that this VC is allowed to send in its round-robin turn. Even with sub-priorities, the scheduler checks for the highest priority queue with cells to transmit between cell transmissions, guaranteeing the higher priority queues are serviced first.  The hardware implementation of per-VC queuing enables many other advanced features, such as Early Packet Discard and Partial Packet Discard, and provides more control over QoS parameters.


Per-VC queuing also allows for a minimum buffer allocation to be assigned on a VC basis; this avoids the potential of “VC buffer starvation”, particularly in UBR applications.  In Cisco’s virtual FIFO queuing, UBR VCs may be able to “starve” each other by filling the queue completely and being serviced in a FIFO manner.  This is analogous to large FTP file transfers allocating all available bandwidth and starving more time sensitive applications such as SNA or Telnet.  


This weighted round-robin queuing is highlighted in the test plan titled “Port Traffic Fairness under Congestion” (Reference 3) available from Fore.


Without per-VC queuing, shared memory multicast operations require a cell copying mechanism.  Two limitations exist in these implementations: the number of cell copies that the mechanism can make per cell time and the amount of buffer space necessary to hold multiple copies of cells in the same memory space.


Fore’s Series C/LC/D Network Modules—with per-VC queuing—use a patented non-blocking multicast method.  Fore switches append a “scorecard” to each cell, identifying which destination ports need to transmit the cell.  Each port, after it has serviced a particular cell, removes its identifier from the scorecard and moves to the next cell as directed by the pointer.  If its identifier was the last identifier in the scorecard, the port tells the shared memory controller to delete the cell.  This “scorecard” implementation allows ForeRunner ATM switches to provide true non-blocking multicast performance.  


This innovative implementation also minimizes the number of copies of the cell existing in memory at any given time.  In a 16-port monolithic shared memory switch like Cisco’s LS-1010 that implements virtual-FIFO queues (with associated multicast copying mechanism), a broadcast would cause 16 copies of the cell to exist in the memory simultaneously.  Fore’s per-VC queuing leads to a maximum of one cell per network module, for a maximum of four cell copies in the 16-port ASX-200BX.


The LS-1010 switch cannot switch all of the multicast traffic that it might receive.  This is caused by two problems:  


1.	The MMC chip set that Cisco uses can only replicate a cell into 32 other cells at a time (thus the practical 32 port limitation of the LS-1010).  This first problem is expanded because the Cisco LS-1010 has to replicate the cell of an inbound multicast VC for every outbound VC (remember that a single outbound port may have many outbound VCs); this requires tremendous amounts of memory.  (Remember that Fore only requires one copy of the multicast cell per network module regardless of the number of outbound VCs on that network module).


Head of line blocking that is a result of the LS-1010 FIFO queues. In an attempt to resolve these problems, Cisco has resorted to creating two different priority queues for multicast traffic, high priority and low priority.  However, this does not alleviate the problem of head of line blocking within the two priority queues.  High bandwidth, time sensitive multicast applications such as wargaming cannot tolerate the additional latency caused by this head of line blocking.  


Fore’s Non-Blocking Multicast introduces no degradation in performance when traffic bursts (from LANE or other multicast heavy protocols) are switched.  Fore is able to handle in a non blocking manner multicast traffic without having to resort to multiple priorities for specific multicast groups because of efficient memory use and per-VC queuing.


Switch Scalability


Backplane Speed





The LS-1010 is a fixed 5 Gbps switch.  Fore offers scalability from 2.5 Gbps (LE155, ASX-200BX and ASX-1000) to 10 Gbps (ASX-1000) to 40Gbps (future platform).





Processor Modularity





Fore Systems has implemented a modular approach to its processors, allowing ease of upgrading and sparing.  To this point Fore has recently introduced a new processor to its switch fabric line, the Pentium SCP which can be field upgraded without taking the switch off line.  The new processor may be hot inserted and the switch then soft rebooted causing a minimum of network down time.





There is no processor modularity on the LS-1010, the processor is soldered to the switching fabric.  To change one, you must change the other.  The switch must be taken down while the new processor card or feature card is installed.


Processor Redundancy/Scalability





Fore has a processor for each switch fabric.  The ASX-1000 can have up to four independent switch fabrics.  This not only provides for redundancy, but allows the processing power of the switch to grow as ports and fabrics are added.  Additionally, each switch fabric (or 200BX) has the capability to install a second processor for backup in the event of a failure.  


Cisco has a single processor for the LS-1010 and does not provide for any processor redundancy or processing scalability.





Number of Ports





The ASX-200BX scales from 4 to 16 ports (OC-3) and the ASX-1000 from 4 to 64 OC-3 ports. Higher port density is supported for DS-1and 25 Mbps (up to 96 ports). The ASX architecture utilizes ASICS that can support higher density interfaces such as a large concentration of DS-1’s or  DS-3’s. 





The LS-1010 scales from 4 to 32 ports (OC-3). The LS1010 utilizes the MMC chipset to provide the switching.  Regardless of the interface type, be it T-1, T-3 or OC-3, the chipset will only support a maximum of 32 ports properly.





Variety of Interfaces





Fore is currently shipping network modules with the following interfaces:  


T1, T1 CEM, E1, J2, 25 Mbps, DS3, E3, OC-3, OC-12





Cisco advertises the following interfaces for the LS-1010:


T1, T1 CEM, 25 Mbps, DS3, E3, OC-3, OC-12	





Maintainability





All discreet components (processors, network modules, and fabrics) in the Fore ASX family are interchangeable, limiting sparing requirements.





LS-1010 components are not interchangeable with the LS-100, LS-2020, or any of the Stratacom family of products. The network modules/processors that go into the LS1010 are not interchangeable with any other Cisco ATM platform.





Connection Setup





Connection setup latency is the time that it takes, per switch, to set up a connection.  With high latency, two things can happen:  degradation in performance of VC hungry applications (e.g. LANE), or the higher layer protocol could actually time out.  Fore’s connection setup latency is among the fastest in the industry with 8 ms per switch for the i960 HA processor; the Pentium SCP latency is 2 ms.


In addition to latency, the ability to perform a high volume of call setups is critical.  The ASX-1000 (in a 5 Gbps configuration with the dual Pentiums) is able to handle 900 call setups per second while the LS-1010 is only able to handle 150 call setup requests per second. 


Traffic Policing


Variable Bit Rate, or VBR policing requires two leaky buckets, or implementations of the Generic Cell-Rate Algorithm (GCRA’s).  Each of these leaky buckets must police (tag, setting the Cell Loss Priority or CLP bit; or drop) VBR traffic which violates either the Peak Cell Rate (PCR) or Maximum Burst Size (MBS) associated with the VBR contract, hence the term dual leaky buckets.  Without VBR policing support, the user must try to force real-time traffic into CBR connections, i.e., nailed up pipes which waste bandwidth or put high priority traffic such as voice connections at risk.  UNI 3.X specifies an implementation of dual leaky buckets.


Cisco LS-1010 will not properly police VBR traffic.  The LS-1010 features a “single, dual-mode leaky bucket”; which is simply a single leaky bucket that both tags and drops on either PCR or MBS, but not both simultaneously.  Therefore, it is impossible for the LS-1010 to properly police VBR traffic. Therefore, multimedia applications that incorporate voice or video-teleconferencing written to utilize VBR QOS are no supported properly on the 1010.


The Fore LE155, ASX200BX and ASX-1000 all support dual leaky buckets for each connection.





Packet Level Discard





Early Packet Discard (EPD) and Partial Packet Discard (PPD) are features that improve the switchs’ “goodput” by ensuring the transmission of whole data frames through the ATM network.  EPD discards a series of cells associated with an entire frame (with the exception of the last cell) and PPD discards cells associated with frames where one cell has been discarded (e.g., UPC policing or selective CLP discard), again with the exception of the last cell.  The last cell is transmitted in both cases in order for higher layer protocols such as TCP to mechanize retransmission.





Fore ASX family switches support EPD and PPD through use of per VC queuing implemented on series C/LC/D network modules.





Cisco asserts that the LS-1010 supports Tail Packet Discard (TPD, similar to PPD) and EPD, but a future hardware enhancement will be required to provide fair weighting to these discard scenarios on a per VC basis.





PNNI


Private Network-Node Interface, or PNNI, is the standards based dynamic routing protocol defined by the ATM Forum and ratified in June of 1996.  Fore’s ATMF PNNI code has been in beta in one of the largest ATM networks in the world (ATDNet) for almost 12 months and is available in the ForeThought 5.0 release.





The facts regarding current PNNI implementations:





Cisco's PNNI will only run on the LightStream 1010 switch. It is not supported on the LS2020 or Stratacom switches. 


Cisco PNNI does not have hierarchical support (no scalablility) and is not field hardened. 


Fore's PNNI implementation is field hardened. FORE has been shipping a pre-standard PNNI implementation since 1QCY95


Fore's current ATMF PNNI implementation supports a two-level hierarchy.


FORE will provide interworking between ATM Forum PNNI and ForeThought PNNI.  This will provide a simple migration path allowing a FT-PNNI network to be upgraded to ATM Forum PNNI one switch at a time.





Experience


Fore has been shipping ATM products since 1991 and offers the most comprehensive ATM products available, including switches, adapter cards, and edge devices.  Fore’s products are completely modular and have maintained a consistent form factor since the first products were shipped.  New switches support the oldest network modules (Series A) and vice versa.  The same basic code image runs on all Fore switches and has enhanced the life cycle of older products such as the ASX-100 by providing new features via software upgrades.  Fore continues to protect customer investments through this product migration strategy as well as generous upgrade programs.  Fore products have been used to create the largest ATM networks in the world (over 300 switches).





Cisco has only had ATM products since late 1994 and has subsequently abandoned two switch platforms, the LS-100 and LS-2020.  This has forced customers into “fork-lift” upgrades.  With the recent acquisition of Stratacom, the question of the long term viability of the LS-1010 must be raised.  Cisco has provided no hardware or software continuity between its older – and abandoned – products (LS-100, LS-2020) and its newer products (LS-1010, Stratacom line).  Cisco does not have large (over 100) switch networks installed.





Summary


Fore employs a distributed shared memory architecture with distributed processing.  Cisco has adopted a monolithic shared memory structure with monolithic processing.





Fore supports per-VC queuing which enhances fairness through use of weighted round-robin servicing, avoids head of line blocking, and performs well in a multicast environment due to the “scorecard” implementation.  Cisco utilizes virtual FIFO queuing which is unable to apply fairness at the VC level, incurs head of line blocking due to the limited number of queues (six per switch), and requires replication of multicast cells causing additional latency.





Fore provides backplane, processor, and port scalability, processor redundancy, and supports the largest variety of ATM interfaces.  Fore eases customer maintenance requirements by having a common form factor for all backbone switch products.  Fore also provides superior connection setup latency.





Fore implements two leaky buckets, as specified by the UNI 3.X standard, and is able to properly police VBR traffic.  Cisco supports a single, dual-mode leaky bucket which cannot properly police VBR traffic such as compressed voice.





Fore is able to support Early Packet Discard (EPD) and Partial Packet Discard (PPD) by implementing per-VC queuing.  Cisco asserts support for Tail Packet Discard (TPD) and EPD but will require hardware enhancements to provide fairness.





Both Fore and Cisco currently support ATMF standard PNNI implementations.  Fore provides interworking with ATMF standard PNNI, supports multiple hierarchies, and is field tested.  Cisco provides none of these.





Fore has the experience and breadth of product to have built the largest ATM networks in the world.  Cisco is relatively new to the ATM market and has no such references.





